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Introduction 
Virtually every Identity and Access Management (IAM) platform has problems.  Some have 
actual vulnerabilities; most are quite complex; all have serious usability issues.  After looking 
into several projects, I’ve concluded that these problems arise because the designs are based 
on use cases that are too simple.  


In this report, I’ll introduce seven uses cases and variants of some of them to illustrate the 
hazards that any IAM system must deal with.  Each use case will involve at least two users and 
the operations Query and Update on one or more resources.  In each case, I’ll explain why the 
access control mechanism we most commonly use, Access Control Lists (ACLs) is inadequate 
to address these hazards without substantial additional work.   For each use case I’ll show that 1

capabilities in the form of authoriZation Bases Access Control (ZBAC) with signed certificates 
handles the hazards far more simply.  The difference between these two approach’s is 
explained in A Gentle Introduction to Capabilities. 
2

Basic Access Control 
There are two users, Alice and Bob, some resources, X, Y, and Z that support the operations 
Query and Update.  The early multiuser operating systems developed in the 1960s and 1970s 
were based on this use case.


 Although I’ll be explaining the hazards in terms of ACLs, similar issues arise with Role and 1

Attribute-based systems.  

See https://shiftleft.com/mirrors/www.hpl.hp.com/techreports/2009/HPL-2009-30.html.

 https://alanhkarp.com/Capabilities-101.html2
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This use case introduces some hazards because it doesn’t consider collaboration.  The easiest 
way Alice can get Bob to help work on X, is to give Bob her login credentials.  The result is 
impersonation because the designers did not consider a delegation use case. 


This flaw is responsible for many of the security failures we encounter.  In particular, every 
program you run has all your permissions.  As a result, a malicious program, or one with an 
exploited vulnerability, can encrypt all your files.  This flaw could have been avoided if the OS 
designers had considered the fact that we give permissions to users, who are not in the 
computer; only the programs they run are.  They would then have built a system where each 
program has only the subset of the user’s permissions that it needs, as done in mobile 
operating systems.


A capability-based operating system handles this problem more directly.  When you login to 
the computer, you communicate with a user agent that has all your permissions.  When you tell 
your user agent to start a program to work on some resource, such as to edit a file, your user 
agent starts the program, which initially has none of your permissions, and delegates the 
subset of them the program will need.   As a result, you are able to enforce the Principle of 3

Least Privilege on the programs you run.


Delegation 
People soon realized there was a need for one user to be able to delegate specific permissions 
to another user.  Here we see that Alice has delegated Query permission on X to Bob.  The 
green line indicates a delegation.


There are two hazards here in an ACL-based system.  The first involves who is allowed to 
update the ACL for X.  Initially only someone with special privileges, the admin, could make 
such changes.  That quickly became too much of a burden, so the OS introduced the concept 
of Owner.  If you “owned” a resource, you could change its ACL.  The hazard arises when Alice 
doesn’t own X, and the owner may not be available when Alice wants to delegate.  Her only 
recourse will be to share her credentials with Bob.


A second hazard involves responsibility tracking.  Say that the audit trail shows Bob did 
something bad with X.  The audit will show that Bob got permission to query X from its owner 
or the admin.  The log could show that was done because Alice asked, but that information 
isn’t logged in today’s systems.


 The program can be pre-populated with permissions that only it needs, e.g., an editor’s fonts.3
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Yet another hazard is the need to enforce complex policies.  Mechanisms that are inconvenient 
or that cost too much in time or resources are unlikely to be used.  Say that Alice wants a 
delegation to be valid only during business hours.  That policy is unlikely to be enforced if Alice 
must manually issue or revoke the delegation at each change.  Automation is commonly used 
to mitigate this problem.  For example, Alice can set up a cron job to make the changes to the 
ACL.


There is also something called Policy Based Access Control (PBAC) that is designed to deal 
with complex policies.  In such a system, Alice has a policy granting her specific permissions, 
query/update on X and query on Y in this example.  A PBAC system that supports delegation 
lets Alice create a policy for Bob that is a subset of hers.  In our example, Alice creates a policy 
that lets Bob query X.  Unfortunately, today’s PBAC systems evaluate the policy when access 
to the resource is attempted, putting a potentially slow policy evaluation on the critical path of 
the request.  The hazard is that people will get around this problem by creating simpler policies 
that over provision users. 


Capabilities handle delegation more directly.  Just as your user agent could delegate 
permissions to the programs you start, Alice can create a capability granting Bob permission to 
query X without the need to contact anyone else.  The way she proves she is allowed to make 
that delegation is to include her capability certificate in the one she creates for Bob.  That new 
certificate deals with the second hazard, because the capability Bob uses includes the fact that 
Alice delegated it to him.  Many certificate capability systems deal with the hazard of complex 
policies by including caveats in the certificate, such as including the times during which it is 
valid.


Chained Delegation 
It’s not uncommon for the recipient of a delegation to want to re-delegate.  In this example, 
Alice has delegated query permission on X to Bob, and Bob has delegated that permission to 
Dave.


When faced with chained delegation, people automatically raise the objection that you have 
lost control.  However, the control you think you have is an illusion.  If you block re-delegation, 
Bob will simply share his credentials with Dave.  The result is a system that is harder to use and 
less secure because you’ve blocked re-delegation.  A good design principle is to not prohibit 
what you can’t prevent.
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Revocation 
Having delegated a permission, you may want to later revoke that delegation.  Perhaps, Alice 
no longer needs Bob’s help, or maybe Bob changed jobs.  


The first hazard is knowing who has permission to revoke.  If the owner or admin made the 
change, they will have to remember that it was Alice who asked,  That’s not something today’s 
systems record.


There is also a hazard with re-delegation.  If Alice only revokes Bob’s permission, Dave can 
always re-delegate to Bob, counter to Alice’s wishes.  Further, Bob might control the Dave 
account, making Dave a sock puppet for Bob.  Hence, a revocation must revoke all 
downstream delegations.


Another hazard is a common enterprise pattern.  Say that Alice is a department head, and Bob 
is one of her managers.  Bob has delegated to Dave and 10 other people in his department.  
Say that Dave gets fired.  Alice wants to revoke Dave’s access immediately, but she didn’t 
delegate to Dave, and Bob is unavailable.  If she revokes Bob’s permission, nobody else in the 
department will be able to do their jobs.  She needs to be able to revoke just Dave’s permission 
and all delegations from it.  We call this pattern skip revocation, which is something most 
systems don’t consider.


Revocation is simpler with capabilities.  Since the capability denotes the specific resource it is 
authorizing access to, and every capability can be uniquely identified, Alice can revoke Bob’s 
access by telling the resource to stop honoring the capability she gave to Bob.  Certificates 
can also have an expiration time in case Alice is not available to revoke access.  That’s a good 
way to avoid dangling permissions when a contract expires.  Skip delegation can be handled 
either by policy, e.g., anyone on the delegation chain is allowed to revoke any capability further 
down the chain, or by making revocation a permission represented by a capability.


Independent Delegations 
Say that Alice delegates query permission on X to Bob, and Dave also delegates query 
permission on X to Bob.  
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The hazard is that if Alice revokes her delegation to Bob, Bob will lose the ability to continue 
working with Dave.  Dave can always delegate to Bob, but Dave may not be available.  This 
hazard is hard to deal with in an ACL system, because there is only an entry showing that Bob 
has query permission on X but no place to record that he got it twice from different sources.


There is no problem with capabilities.  Bob received one capability from Alice and another one 
from Dave.  Alice revoking hers has no effect on the one Bob received from Dave.

 


Composed Delegations 
It is not uncommon to need two permissions to carry out a task, such as comparing the 
contents of two files.  Here Dave got query permission on X from Alice and query permission 
on Y from Bob.  


ACL systems have no problem with this case.  However, in many role- or policy-based systems 
Dave will be able to use either permission but not both at the same time.  With capabilities 
Dave can mix and match the capabilities he holds however he likes. 
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Multiple API Arguments 
Say that Bob provides a service that processes an input and produces an output.  He expects 
Alice to say, “Process X and put the result in Y.”  


One hazard is how Bob gets permission to read X.  Alice must first goes through the process of 
delegating to Bob.  That step is awkward enough in ACL systems, that many system services 
are given global permission to all resources.  In Linux jargon, they run as root, which introduces 
a severe risk if one of them gets compromised.


Another hazard arises when Alice says, “Process X and put the result in Z.” knowing that she 
doesn’t have permission to modify Z.  If Bob blindly follows those instructions, he may 
overwrite important content. 


This hazard has a name, the confused deputy vulnerability,  originally identified by Norm Hardy 4

in 1988.  Even though it’s been known for a long time, the vulnerability keeps popping up.  
Examples include click jacking and cross site request forgery.


Dealing with this hazard in an ACL system involves a lot of checking, some of which may 
violate other policies.  For example, Bob could check to see if Alice has update permission for 
the target resource before applying the update.  Few systems provide that ability.


As Norm Hardy said, the confused deputy vulnerability is a reason to invent capabilities, even 
though their existence precedes his paper by 20 years.  In this use case, Alice designates the 
arguments by delegating the capability to query X and update Y to Bob.  Bob then executes 
the request using Alice’s permission instead of his own.  Z is safe since Alice doesn’t have 
permission to update it.


Cross Jurisdiction Delegation 
A jurisdiction, sometimes referred to as a domain, sets its rules independent of other 
jurisdictions, the way a company does.  Cross jurisdiction delegation has special hazards. 


 https://en.wikipedia.org/wiki/Confused_deputy_problem4
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One hazard is identity management.  Say that Bob delegates query permission on resource W 
to Alice.  In an ACL system, that means Alice’s identity must appear in Carol’s jurisdiction.  In 
other words, identities must be federated, an expensive and complicated procedure.


A second problem is an audit failure when Alice does something bad.  The audit trail in Carol’s 
jurisdiction shows that Alice did it but Carol’s jurisdiction has no idea who Alice is.  Her identity 
is just something asserted by Bob’s jurisdiction.  Further, Carol’s system typically doesn’t 
record that Alice got her permission because Bob asked.


Using capabilities makes this hazard simpler to handle.  There is no need to federate identities; 
Bob simply creates a capability granting Alice a subset of his permissions.  If Alice does 
something bad, Carol knows to hold Bob responsible.  It’s up to Bob to point the finger at 
Alice.


A cross jurisdiction confused deputy vulnerability is harder to deal with than the one we saw 
earlier.  It is much less likely that Bob will be able to find out if Alice has update permission on 
the target resource.  In fact, knowing so might even break the law if, say, Carol’s jurisdiction is 

a medical provider.


Transitive Access 
Things get a lot more complicated when there are more than two jurisdictions, here Aperture, 
Bluth, and Cyberdyne.  You now have a situation where not all participants have a direct 
relationship, so we call this scenario the transitive access problem.  A simple example typical of 
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microservices architectures is a backup service offered by Bob that is implemented using 
Carol’s copy service.


In this scenario, Alice has delegated query permission on X and update permission on Y to 
Bob, and, unbeknownst to her, Bob has relegated those permissions to Carol.  Note that 
Aperture has never heard of Carol or her jurisdiction.  The hazard is that while Bluth has 
sufficient security controls to make it safe for Bob to update Y, Cyberdyne does not.  This 
hazard is the essence of the breach that cost Target $500M.


When using ACLs, Bluth and Cyberdyne will federate identities, as will Aperture and Bluth.  As 
a result, Alice sees Carol’s update request coming from Bluth.  This hazard can be handled by 
supplying additional information that federated identity systems don’t generally provide.


Capability certificates provide a place to carry that information.  Bob delegates to Carol 
because he knows that Cyberdyne is a subcontractor of Bluth.  He probably does not know, 
and maybe should not be allowed to know, if Cyberdyne meets Aperture’s security 
requirements.  Nevertheless, he can indicate in the delegation certificate that Carol is in 
Cyberdyne.  That gives Aperture the information needed to protect itself.  Note that Bob can 
bypass this requirement, but that would make Bluth responsible for any breach in Cyberdyne 
that affects Aperture.


A second hazard is that Bob has the permissions Alice delegated to him even though he never 
uses them.  There’s not much Bob can do about it when his permissions are recorded in an 
ACL at Aperture.  With capabilities, Bob can “forget” the capabilities he holds after delegating 
to Carol.


How Bad It Can Get 
There are some interesting variants on the confused deputy vulnerability in the transitive 
access case depending on where the source and destination resources that Alice specifies 
reside.   In each case Bob expects Alice to say “Backup X and put the result in Y.”
5

In the first example, Alice says, “Backup X and put the result in Z.”  The red line indicates a 
potentially harmful update.  If Z is owned by Carol, she ends up clobbering one of her own 
resources.


 https://shiftleft.com/mirrors/www.hpl.hp.com/techreports/2008/HPL-2008-204R1.html5
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Alice can also query any of Carol’s resources by saying, “Backup Z to X.”  None of these bad 
outcomes is possible with capabilities.


Conclusions 
So, why do IAM systems run into so many problems?  There are seven aspects of sharing that 
people rely on in the physical world. 
6

1. Dynamic: You may need to update permissions on short notice.  We saw in the delegation 
use case that ACL systems may require you to find someone to make the update for you.


2. Attenuated: Alice has query and update permission but wants Bob to only have query 
permission.


3. Chained: Alice delegates to Bob who delegates, perhaps attenuated, to Dave.

4. Composable: Dave needs to be able to get one permission from Alice, another from Bob 

and use them both in the same API call.

5. Accountable: If you’re not careful, your system may show you who did a bad thing but not 

who gave them permission to do it.

6. Revocable: There are many subtleties of revocation that ACL systems do not support.

7. Cross jurisdiction: Complications multiply as soon as there is more than one organization 

involved.


Attenuation and chaining are critical to the way organizations operate.  Without chaining, every 
private in the army is saying, “Yes sir, Mr. President.”  Without attenuation, that private ends up 
with permission to launch nukes.   


No system, be it identify, role, or attribute based, that relies on user authentication to make the 
access decision can support all seven aspects of sharing.  The reason goes back to the design 
of the earliest multiuser computers.  Those designs were based on the first use case presented 
here, different users on the same machine each operating in isolation.  In that case, permission 
updates are rare.  The reality is that users need to collaborate, which makes the permission 
structure highly dynamic, something capabilities were designed to handle.  It’s somewhat 
surprising that mobile operating systems, which avoid so many of the problems of legacy OSs, 
still don’t adequately support collaboration.


 Enumerated by Marc Stiegler.6
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